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Abstract
Data is growing in volume, speed and in types. This is creating challenges for storing data and using it when required.
To overcome this challenge, organizations are embarking on data lake journeys.
Data lakes help store data in their raw format for a long period of time at a signiﬁcantly low cost as compared existing
storage options. However, the biggest challenge is with implementing data lakes in their true sense so as avoid data
lake fails.
This paper explores several issues organizations face while implementing data lakes and the fail-safe measures they
can adopt for a successful data lake implementation.

Introduction
Building a data lake is one thing, but building it to meet an organization’s business needs and future scalability is
another.
Organizations are increasingly seeking to build data lakes to address all their big data woes. In the words of Phil
Shelley, adviser and director at the Hadoop services company DataMetica Solutions Private Ltd., “Data warehouses
and databases, by their very nature, are too expensive and too constrained by storage and performance to put all of
your data in one place.” Data lakes are low-cost data repositories that can easily ingest and integrate data generated
from various sources, including the new IT platform and hold them until they can be extracted, analyzed, and
interpreted to derive business insights. Nick Heudecker, Gartner analyst, said “A data lake oﬀers the perfect landing
zone for enterprises to park and integrate all their valuable and untapped data while they ﬁgure out what to do with
it.”1
The challenge here is that organizations use data lakes just to dump data with the hope of using it someday. This
makes the core feature of a data lake - the lack of a data structure that makes it easy for data scientists analyze and
interpret raw data without a predetermined schema - turn into a bane for organizations. However, if correct
measures are taken during planning, evaluating, implementing, and scaling, then every organization can experience
data lake success.
We are going to explore the four important aspects of implementing a data lake and highlight what organizations
should consider at all stages of a data lake journey.
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TECHNOLOGY
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Technology is often misconstrued as synonymous to a data lake. That is, if you apply technology like Hadoop,
Microsoft Azure, and Amazon Web Services and so on, you have built a data lake. Technology does not build data
lakes. It only facilitates and automates the various events required to build a successful data lake.
What helps build a successful data lake?
The right plan that deﬁnes the business purpose clearly and its needs. By applying technology to this plan, big data
problems can be solved.

a. Use of technology for future scale
It is a common practice for organizations embarking on a data lake journey to simply latch on to a technology
and center their data lake programs and decisions around it. This is one of the most common reasons for data
lake program fails. The approach does not serve the business needs of an organization.
The choice of technology for a data lake should be considered based on an organization’s business roadmap
and future requirements. The technology should be ﬂexible to accommodate evolving business needs and easy
to scale. A data lake can be built using one technology, or using technology stacks such as Hadoop framework
or other available platforms. Technology or a combination thereof should depend on your data lake program.
Think holistically in terms technology and consider future needs.

b. Managing all types of future metadata
A data lake is good at absorbing data from various sources and holding it. However, the concept of data lake will
not survive its meaning if you cannot retrieve the required information. By applying metadata to every data that
is ingested into the data lake by its attributes — data lineage, source, usage history, and data quality (ﬁnding and
working with the data in the lake becomes easier, even in the future. As data grows in volume and variety
(transactional data, unstructured data, semi-structured data, voice, videos, images, and machine-generated
data) metadata management will become more signiﬁcant.

c. Available skill sets to manage the technology
There are many technologies available in the market for building data lakes. However, the talent and skill sets
available in the market to manage these niche products are limited. Unlike self-service business intelligence
platforms, only data scientists, data engineers, and big data analysts can manage, draw, and interpret data from
data lakes. Therefore, before deciding on technology, organizations must verify the availability of competence
in the market, or it will hamper future scalability.

d. Type of ecosystem needed for proper integration
A data lake is built leveraging a technology stack, which should also interact with other applications within an
organization, such as data sources, analytics platform, schemas, and accommodate a high data speed. The
ﬂexibility to integrate and interact with other technologies is crucial to the success of a data lake program.
Today, you cannot work with just one technology or put your eggs (investment) in one technology stack. You
have to build and work within an ecosystem of technologies or as a two-dimensional matrix.
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I. Importance of technology partner roadmaps
A critical factor to evaluate is the future roadmaps of the providers of technologies under consideration. Find
out about their partner ecosystem and their roadmaps for the future. How does that ecosystem interplay
within and outside with other technologies?
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PRACTICES &
PROCESSES

Simply creating data lakes and expecting business users to use them is not going to happen unless you involve them
from the very beginning, right from the time of inception of the idea of building a data lake. For business users, data
is not about generating reports. It is about getting answers that are critical to the decision-making process and
driving business priorities. By engaging the users through the evolutionary phase of a data lake, the need for data
governance, and practicing security measures can help instill a strong culture of using data for decision-making.

a. Early data governance or management
Data governance ensures the availability, integrity, usability, and security of data. It prompts organizations to
deﬁne the people in charge of ingesting data precisely and deﬁning their roles. This must be done at the very
beginning of a data lake implementation process to ensure eﬀective management of data quality and resiliency.
“When you ingest data into the lake without deﬁning its key attributes (metadata), you will ﬁnd it is no longer
viable to extract the relevant information from the swamp. By applying a robust data governance in the early
stage of a data lake implementation, an organization can restore the true nature of a data lake”, says Anees
Merchant, Senior Vice President at Course5.
By deﬁning the terms and rules of maintaining data quality, metadata allotment, and data security measures at
the beginning, organizations can prevent an internal culture shock among employees and resistance. This also
ensures business users are conﬁdent in using the data and do not hesitate or question the overall data
practices.
Organizations should develop processes by leveraging existing solutions to maximize adoption and
understanding. Employees already understand the existing solutions and processes in their organization, so it
becomes easier to evolve or build on that basis.

b. Developing a vision and goal
A data lake is built to serve the business purpose of an organization. Aligning it with the organization’s overall
business statement – broad, measurable, and objective – is crucial to the success of a data lake. It helps
organizations with better data management, regarding what to ingest and what to leave out. Once aligned, a
data lake should have the ﬂexibility to evolve and realign with the evolving business goals of the organization.
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c. People interaction
As organizations and technology evolve, so do people interactions. Every organization is at a diﬀerent stage of
evolution in people interaction. Find out the existing means of communication among employees. What kind of
communication channel exists and is required in the future? Is it unilateral or bilateral? Is the organization
leveraging any internal or industry channels for internal communications, or is there is a need for it? Find out
answers to all these questions in the beginning and make provisions for future scalability. The whole purpose of
a data lake is to remove the siloed approach to leveraging data, and foster trust among employees.

d. Shaping as a business (not IT or analytics) program
Most data lakes today being maintained or managed by marketing organizations for their requirement and not
by IT organizations. Marketing is focused on getting business. Therefore, it only makes sense to design
processes and practices that are more aligned with the needs of the business rather than the typical IT setup or
functions. In order to build conﬁdence among business users, take up small projects and deliver business value
in a short period of time. Once the conﬁdence in data lakes, practices, and processes has been established, the
onward journey becomes easier through cooperation and collaboration of employees.
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PEOPLE

People are the key to the ultimate success of a data lake journey. Involving the right set of people from the very
beginning helps organizations to plan more eﬀectively, evaluate, implement, and scale data lakes.

a. Roles
Build a team with the right mix of people and deﬁne each role — Project Manager, Business Analytics, Users,
Engineers, and Quality Specialists — clearly. Make sure to involve each member from day one.

b. Importance of early involvement
Early involvement creates in employees a sense of responsibility and increases engagement level. The more an
employee in involved and engaged in the process, the higher his or her performance and productivity. According
to Aon Hewitt’s 2014 Engagement Report, organizations with more than 7 in 10 employees engaged witnessed a
4% increase in sales growth as compared to an average company.2

c. Measuring success and tracking motivation
It is important to apply from the start, the right practices and processes to measure team performance and each
member’s performance. Create achievable goals and instill in them a sense of accomplishment. Enable them to
measure their performance and success.
Sources:
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DATA

Data is the key asset of an organization building a data lake. Therefore, it is important to pay special attention to how
you ingest, store, analyze and secure data.

a. Data-holding exercises or building data connections
A data lake does two things. It breaks down data silos present within an organization, and creates a low-cost
repository for big data. To derive meaningful and valid insights from this data, create more connections. This will
allow data scientists to analyze massive amounts of data without disturbing the underlying data in the database.
Do not put in data that you will never need in future. In other words, data that does not serve your business
purpose. A data lake holds data by its source attributes, and not by its process level.

b. Understanding diﬀerent data types, relevancy, leverage and intent
Before ingesting data into the data lake, determine its type, relevance to the business need, leverage and use
intent. This will help you to tag your data more eﬀectively. This will also prevent you from storing data that you
will never use or is irrelevant to your business purpose.

c. Comparing schools of thought – hold and see versus present-day integration
One group of users advocates using data lakes see them as repositories for holding data and then deciding in
future what to do with it. The other group of users insists you must meta-tag data while ingesting. Irrespective
of which school of thought you belong to, ingest data that is required to serve your business need. Discard the
rest to avoid turning your data lake into a swamp.

Conclusion
This white paper explored best practices that allow organizations to implement successful data lakes and enjoy
future scalability.
It is important to understand that a data lake is not magic, and it is not only just a technology. Data lake is a huge
repository of data stored in raw format where scientists can pull in data whenever required, without disturbing the
underlying data. Imagine your data lake as a huge library with millions of books. The books are your data. If you do
not catalog and index your books properly, and maintain a proper process and practices for the users of the library,
it will soon become a labyrinth and it will be diﬃcult to ﬁnd a certain book a user wants to read at that moment.
Now, juxtapose this situation to a data lake where data is present in exabytes. A small disorder or improper can send
the entire project catapulting toward a disaster.
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About Course5 Intelligence
Course5 Intelligence enables organizations to make the most eﬀective strategic and tactical moves relating to their
customers, markets, and competition at the rapid pace that the digital business world demands. We do this by
driving digital transformation through analytics, insights, and Artiﬁcial Intelligence (AI). Our clients experience
higher top line and bottom line results with improved customer satisfaction and business agility. As we solve today’s
problems for our clients, we also enable them to reshape their businesses to meet and actualize the future.
Rapid advances in Artiﬁcial Intelligence and Machine Learning technology have enabled us to create disruptive
technologies and accelerators under our Course5 Intelligence suites that combine analytics, digital, and research
solutions to provide signiﬁcant and long-term value to our clients.
Course5 Intelligence creates value for businesses through synthesis of a variety of data and information sources in
a 360-degree approach, solution toolkits and frameworks for speciﬁc business questions, deep industry and
domain expertise, Digital Suite and Research AI to accelerate solutions, application of state-of-the-art AI and
next-generation technologies for cognitive automation and enhanced knowledge discovery, and a focus on
actionable insight.
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